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1. [bookmark: _Toc208303112]Background

Two of the authors of this submission (Stokes and Buben) are academics in the field of philosophy who have been working on the topic of Artificial Intelligence (AI) and the dead since 2011[footnoteRef:2] and are active contributors to the global Digital Death Studies community. We are currently lead investigators on an Australian Research Council Discovery Project (DP24) ‘Digital Death and Immortality,’ a project which aims to develop an ethical framework for AI applications that utilise various forms of data that people leave behind when they die, such as emails, social media profiles, digital photographs, video, and other sources. The third author (Chopra) is undertaking doctoral research on this topic at Deakin University. A particular focus of our work is the use of such data to ‘reanimate’ the dead by training AI ‘chatbots’ to emulate the conversational style, personality, and values of deceased people. This technology is variously referred to in the literature as ‘deathbots,’ ‘griefbots,’ ghostbots,’ ‘thanabots,’ and ‘avatars of the dead.’ Our preferred terminology is Interactive Personality Constructs of the Dead, hereafter IPCDs. [2:  Patrick Stokes, "Ghosts in the Machine: Do the Dead Live on in Facebook?," Philosophy and Technology 25, no. 3 (2012); Patrick Stokes, "Deletion as Second Death: The Moral Status of Digital Remains," Ethics and Information Technology 17, no. 4 (2015); Patrick Stokes, "The Decay of Digital Personhood: Towards New Norms of Disposal and Preservation," in Residues of Death: Disposal Refigured, ed. Tamara Kohn et al. (Houndsmills: Palgrave, 2019); Patrick Stokes, Digital Souls: A Philosophy of Online Death (London: Bloomsbury, 2021); Adam Buben, "Technology of the Dead: Objects of Loving Remembrance or Replaceable Resources?," Philosophical Papers 44, no. 1 (2015); Patrick Stokes, “Sensing Presence: Deathbots and Bereavement Hallucinations” Phenomenology and the Cognitive Sciences (online early, 2025); Adam Buben “Digital Replacement of the Dead: A Legitimate Worry?” Philosophy and Technology 30:90 (2025); Adam Buben, “Beyond Grief: The Raison d’être of Interactive Personality Constructs of the Dead” Phenomenology and the Cognitive Sciences (2025, online early).] 


In 2024 we (Stokes and Buben, along with our colleague Tim Neal) made a series of recommendations to the Mandatory Guardrails inquiry.[footnoteRef:3] This present submission builds upon our recommendations to that inquiry. [3:  Adam Buben,  Tim Neil and Patrick Stokes “Protecting the Dead in the AI Era” [submission to Department of Industry, Science and Resources consultation round on Introducing Mandatory Guardrails on AI in High-Risk Settings] (2024) https://consult.industry.gov.au/ai-mandatory-guardrails/submission/view/28
] 


2. [bookmark: _Toc208303113]AI and the Dead

Governments, civil society organisations, corporations, and individuals around the world are increasingly grappling in a public and thoughtful way with the pressing question of how Artificial Intelligence (AI) technologies should be regulated. There is a vital need to identify and address ethical, social, and political issues at the development stage of new technologies rather than trying to address these after a technology has been deployed. Waiting until after widespread deployment would both allow potentially avoidable harms to occur, and allowing practices to become established makes it harder to change them after the fact. With AI, that entails robust and wide-ranging public discussions of the ethical and safety implications of these technologies now. We therefore welcome the Productivity Commission’s attention to this problem, and the public debate this has produced.

However, such discussions rarely if ever consider one large and especially vulnerable cohort within every community: the dead. On one level, this is entirely understandable. The dead cannot spend money, sell their labour (though in fact AI does allow their labour to be monetized),[footnoteRef:4] or vote. The question of whether and how we have obligations to dead people may seem like an arcane, abstract question far removed from practical concerns.  [4:  See e.g. Carl Öhman and Luciano Floridi “The Political Economy of Death in the Age of Information: A Critical Approach to the Digital Afterlife Industry” Minds and Machines 27:4 (2017) pp.639-662; Carl Öhman and Luciano Floridi “An Ethical Framework for the Digital Afterlife Industry” Nature Human Behavior 2 (2018) pp.318–320. ] 


Yet regard for the dead (and by extension the concerns of the bereaved living) is deeply embedded in our practices, from the dignified disposal of human remains to the status of memorials. Moreover, the question of how the digital traces of the dead should be managed – for instance, whether they can simply be deleted, whether survivors should have access and control over them, and so on – is an increasingly salient one for legislatures, courts, and corporations globally.

The impact of AI on the dead has been a topic of active academic interest and concern for nearly two decades. There is a global community of researchers working across a range of disciplines, including psychology, computer studies, sociology, anthropology, and philosophy, who study the ways in which new technologies are used to preserve, memorialise, and remediate what are known in the academic literature as ‘digital remains’[footnoteRef:5]: the data artefacts we leave behind when we die. These ‘remains’ are extensive, including everything from emails and social media profiles to biometric, financial and consumer behaviour data.  [5:  Jessa Lingel, "The Digital Remains: Social Media and Practices of Online Grief," The Information Society 29, no. 3 (2013); Margaret Gibson, "Digital Objects of the Dead: Negotiating Electronic Remains," in The Social Construction of Death: Interdisciplinary Perspectives, ed. Leen Brussel and Nico Carpentier (London: Palgrave Macmillan UK, 2014); Margaret Gibson and Clarissa Carden, Living and Dying in a Virtual World: Digital Kinships, Nostalgia, and Mourning in Second Life (Houndsmills: Palgrave, 2018).] 


The rise of IPCDs in recent years, as ‘deathbot’ technology has transitioned from academic and literary speculation to commercial reality, has attracted particular attention. Researchers working in this space have identified a number of benefits offered by IPCDs, from comforting the bereaved to legacy-management and enhanced memorialisation of the dead.[footnoteRef:6] Yet at the same time, significant potential risks attending this technology have also been identified.  [6:  See Buben “Beyond Grief” for a typology of different uses of IPCDs.] 


Some of these are risks to the living, such as: 

· disrupted or prolonged grief
· the exploitation of users’ emotional dependence upon IPCDs, including for commercial purposes 
· violation of the privacy of third parties by IPCDs trained upon a deceased person’s online history. 

Other risks are to the dead themselves, rather than the living. These include:

· Potentially inappropriate, degrading, or defamatory depictions of dead people
· Exposing the dead to commercial exploitation (which may in turn involve violations of the dignity or integrity of the deceased person – for instance, an IPCD engaging in subtle advertising during a discussion with a survivor of the deceased)
· Violations of autonomy and informed consent. Deceased individuals are no longer capable of granting, withholding, or revoking consent for the collection and use of their personal information. In some cases an IPCD may be used for purposes to which the person it is based upon did not consent while alive. In other cases, the person the IPCD is based upon may never have consented to the IPCD being created at all. 
· The moral risk of treating the dead as replaceable, fungible, or as mere ‘content’ for the living.[footnoteRef:7] [7:  Buben, "Technology of the Dead: Objects of Loving Remembrance or Replaceable Resources?."; Stokes, Digital Souls.] 


In our submission to the Mandatory Guardrails inquiry, our project team made the following recommendations:

· Any case involving the use of digital remains should be considered High Risk.
· A ‘Death Lens’ should be applied to any new AI-related legislation or regulation to ensure that the dead (and permanently incapacitated) as well as the bereaved are appropriately protected.
· Regulation of AI uses that involve digital remains should begin from a starting point of protecting the dead and the living from misuse and harm, rather than proceeding solely from existing legal and human rights assumptions about obligations to the dead and the property rights of the living to exploit the dead.
· IPCDs that are explicitly designed for therapeutic purposes should be regulated as such, without necessarily ruling out non-therapeutic uses of the same technology (for e.g. memorialisation, entertainment etc.).

In this submission, we will respond to the Commission’s relevant draft recommendations in light of the above.



3. [bookmark: _Toc208303114]Responses to the Commission’s Draft Recommendations

In what follows we will comment on Draft Recommendations 1.1, 1.2 and 1.3 in the Commission’s Harnessing Data and Digital Technology interim report.


[bookmark: _Toc208303115]3.1 Gap Analyses

Draft recommendation 1.1
Productivity growth from AI will be built on existing legal foundations. Gap analyses of current rules need to be expanded and completed.

Australian governments play a key role in promoting investment in digital technology, including AI, by providing a stable regulatory environment. Any regulatory responses to potential harms from using AI must be proportionate, risk-based, outcomes-based and technology-neutral where possible.

The Australian Government should continue, complete, publish and act on ongoing reviews into the potential gaps in the regulatory framework posed by AI as soon as possible. Where relevant gap analyses have not begun, they should begin immediately.

All reviews of the regulatory gaps posed by AI should consider:

· the uses of AI
· the additional risk of harm posed by AI (compared to the status quo) in a specific use-case
· whether existing regulatory frameworks cover these risks potentially with improved guidance and enforcement; and if not how to modify existing regulatory frameworks to mitigate the additional risks.

We note that the impact of the use of digital remains in training AI data, and the impacts of digital remediation (‘reanimation’) of the dead via IPCDs, has not been considered to date by the Australian Government in its reviews of the potential harms of AI. Per our earlier recommendations (as quoted above) we recommend that AI uses involving dead users be regarded as inherently high risk, and that a ‘death lens’ be applied to regulation to ensure that the dead are adequately protected from exploitation, degradation, and offensive forms of misrepresentation. (The latter may be most familiar via pornographic ‘deepfakes,’ but there are a number of other forms this may take as well).






[bookmark: _Toc208303116]3.2 Regulation as Last Resort

Draft recommendation 1.2
AI-specific regulation should be a last resort

AI-specific regulations should only be considered as a last resort for the use cases of AI that meet two criteria. These are:

· where existing regulatory frameworks cannot be sufficiently adapted to handle the issue
· where technology-neutral regulations are not feasible.


We make no submission as to the advisability of this approach overall. However, as explained below, we believe that the risks to the dead are such that they would in fact meet both of the suggested criteria for AI-specific regulation. 


[bookmark: _Toc208303117]3.2.1 Insufficiency of Existing Regulatory Frameworks

Existing regulatory frameworks in Australia, as elsewhere, are inadequate for protecting the dignity, integrity, and personhood of the dead. The only real existing protections against inappropriate reuse of digital remains would be via copyright law, an approach which concerns the property rights of the living rather than the dignity and integrity of the dead. Further, the dead do not enjoy privacy rights under Australian law.[footnoteRef:8] Laws around the dignified handling and disposal of human remains (both contemporary and archaeological) currently have no applicability or legal analogue to the disposal, handling, and preservation of digital remains. [8:  P Roth, ‘Privacy Proceedings and the Dead’ Privacy Law & Policy Reporter 50 (2004)] 


Australia has done little policy work on ensuring the appropriate reuse of digital remains.  In 2019 the NSW Law Reform Commission undertook an inquiry[footnoteRef:9] into the disposal of digital assets of the dead and incapacitated. This review’s recommendations were relatively conservative – seeing this essentially as an issue of inheritance law – and did not address the need to protect the dead from exploitation and abuse. Subsequently, the Standing Council of Attorneys-General resolved to produce draft legislation on access to digital records of the dead.[footnoteRef:10] Nothing seems to have come of this since.  [9:   NSWLRC, Access to Digital Records Upon Death or Incapacity, Report 147, New South Wakes Law Reform Commission (Sydney, 2019), https://www.lawreform.justice.nsw.gov.au/Documents/Publications/Reports/Report%20147.pdf.]  [10:  Standing Council of Attorneys-General communiqué, 9 December 2022, https://ministers.ag.gov.au/media-centre/standing-council-attorneys-general-communique-09-12-2022, accessed 17 September 2024.] 


This lack of action is unfortunate. Without a clear legal framework to designate proxies authorized to manage posthumous data, AI systems which process such information operate in a regulatory vacuum, additionally leaving the rights and interests of surviving relatives insufficiently safeguarded. Furthermore, the contractual frameworks of self-governing digital platforms (e.g. their ‘terms of service’) often unilaterally determine the permissible use, retention, or modification of personal data, including AI-generated representations of deceased individuals, effectively creating an evolving real-time governance structure which may override the intentions of the deceased. Even when individuals have pre-emptively designated heirs or digital executors to manage their online estates, these contractual provisions can substantially restrict the ability of such heirs to exercise moral or legal authority over posthumous data.

Globally, some jurisdictions have begun to deal with questions of AI-driven reuse of the likeness of actual persons. Denmark has recently introduced a bill to amend the Danish Copyright Act 2014 to give individuals control over the use of their own likeness in ‘deepfakes.’[footnoteRef:11] Though welcome, this approach largely situates the problem as one of the property rights of the living rather than the dignity and integrity of both the living and the dead. Similarly, the State of New York has recently passed legislation (pending gubernatorial assent) codifying the publicity rights of the deceased.[footnoteRef:12] However, this only applies to digital remains that have some monetary value – in effect, the law protects celebrities, but not regular people whose online remains are unlikely to be monetized. Again, such legislative responses effectively treat the digital dead as a form of property to be managed – instead of as people whose interests need to be stewarded by the living.  [11:  “Denmark Proposes Copyright Laws To Protect Against ‘Deepfakes’” LSJ Online (Law Society of New South Wales) 16 July 2025 https://lsj.com.au/articles/denmark-proposes-copyright-laws-to-protect-against-deepfakes/ accessed 5 September 2025.]  [12:  Senate Bill S8391 (2025-26 Legislative Session), State of New York https://www.nysenate.gov/legislation/bills/2025/S8391 accessed 5 Septmber 2025. ] 


We therefore contend that there is a need for regulation that addresses the protection of the dead from inappropriate or harmful forms of AI remediation. No such protections exist within current regulatory frameworks.


[bookmark: _Toc208303118]3.2.2. Technological Neutrality

AI poses unique risks to the dead that are not generated by other technologies. Hence, even a technology-neutral approach to regulation would end up impacting AI primarily or even exclusively.

The Commission’s report notes that many of the risks associated with AI “are not unique to AI and continue trends seen with previous phases of the information technology revolution” (p.15). This may be true in a broad sense, and some of the problems generated by the reuse of digital remains via AI are indeed continuous with older problems.[footnoteRef:13] For instance artificially intelligent technologies are capable of generating realistic simulations of deceased individuals through voice cloning, facial reconstruction, and behavioural modelling which presents a complex and interrelated set of risks which drastically extend the risks associated with identity theft. These digital reconstructions can be exploited for posthumous impersonation, enabling malicious actors to defraud relatives, commit financial fraud, or manipulate social networks, especially of recently deceased persons, hence representing a high-severity and likely-occurring threat.  [13:  For an overview of the ways in which digital technologies are continuous and discontinuous with previous technologies, see Stokes Digital Souls.] 


The risks are further amplified by the nature of the underlying datasets since technically, AI models can memorize and reproduce sensitive and targeted information from large scale training datasets[footnoteRef:14]. Archival or historical information, including genetic records, geotagged locations, medical information and social connections, can be re-identified from large datasets and linked back to surviving family members or communities. Technical capacities in AI systems, such as model inversion and data extraction, intensify these threats by allowing a party to even recover highly sensitive information embedded within large scale training data, including medical histories, personal communications, financial details, and biometric details. These exposed data points can be leveraged not only to facilitate identity theft of the deceased but also to infer additional private information about living individuals.  [14:  M Nasr, N Carlini, J Hayase, M Jagielski, A F Cooper, D Ippolito, C A Choquette-Choo, E Wallace, F Tramèr and K Lee, ‘Scalable extraction of training data from (production) language models’ (arXiv, 2023) https://arxiv.org/abs/2311.17035
N Carlini, F Tramèr, E Wallace, M Jagielski, A Herbert-Voss, K Lee, A Roberts, T Brown, D Song, U Erlingsson, A Oprea and C Raffel, ‘Extracting training data from large language models’ (arXiv, 2021) https://arxiv.org/abs/2012.07805
N Carlini, D Ippolito, M Jagielski et al, ‘Quantifying memorization across neural language models’ in Proceedings of the 11th International Conference on Learning Representations (ICLR, 2023).] 


Risk mitigation is further complicated by the rapid pace of technological advancement and the opaque nature of AI. Oversight bodies often lack the real-time technical training, technical experts to monitor rapidly evolving AI systems. Due to the rapid pace of advancement in the field of artificial intelligence, policymakers themselves frequently might not possess formal training in AI or related technologies, limiting their ability to assess emerging risks or design effective regulatory interventions. Furthermore, the inherent opacity of complex AI models and their neural networks further complicate detection even from their programmers, developers and designers as outputs may be generated in ways that are not easily understandable. Regulatory and oversight bodies are likely to face similar challenges, making genuine technical neutrality virtually unattainable since these hurdles are unique to artificially intelligent systems.

Yet in addition to these drastic extensions of existing threats to posthumous privacy and the danger of identity theft, AI reuse of the data of dead persons also creates novel ethical problems not envisioned in existing legislation or regulation. Whilst the history of technology has long been characterised by advances in preserving the appearance of the dead – from the development of sculpture and painting techniques and embalming technologies through to photography and video – AI does add something genuinely new and concerning to our engagement with the dead, by adding an element of interactivity of a sort that is designed to make us engage with the technology as if we are interacting with another consciousness.[footnoteRef:15]  [15:  For recent discussions of the tendency of AI to make us engage chatbots as if they are conscious even when we know intellectually they are not, see Luciano Floridi “AI and Semantic Pareidolia: When We See Consciousness Where There Is None” SSRN (2025) http://dx.doi.org/10.2139/ssrn.5309682; Samuel Williams “Understanding Grieving for a Chatbot Using Two Concepts From Wittgenstein” Phenomenology and the Cognitive Sciences (online early, 2025).] 


This is particularly the case with IPCDs. It is precisely the capacity to appear to speak for/as the dead, and to do so autonomously rather than via human oversight or input, that generates the risks associated with this technology. Previous technologies do not present the same risks: a photograph cannot present itself as speaking for the dead, nor is it likely to replace the dead person in the lifeworld of their survivors. (A possible partial exception is the use of CGI to produce something similar to deepfakes of the dead, as in the use of dead actors in movies such as Rogue One.  In that case, however, there is no possibility of open-ended interaction or reciprocity, which is precisely where the risks inherent in the technology lie.)

Hence a technology-neutral approach would, in practice, end up only regulating AI anyway, as no other foreseeable technology would pose the risks in question. None of this should be taken as implying that no IPCD, or reuse of digital remains more broadly, should be permissible. We do not envision an outright ban on such uses. But it remains the case that they will require technology-specific regulation.


[bookmark: _Toc208303119]3.3 Pausing of Guard Rail Implementation 

Draft recommendation 1.3
Pause steps to implement mandatory guardrails for high-risk AI

The Australian Government should only apply the proposed ‘mandatory guardrails for high-risk AI’ in circumstances that lead to harms that cannot be mitigated by existing regulatory frameworks and where new technology-neutral regulation is not possible. Until the reviews of the gaps posed by AI to existing regulatory structures are completed, steps to mandate the guardrails should be paused.

As noted above, we consider AI reuses of the dead (as in IPCDs) to meet the two criteria specified by the Commission: the associated risks are not covered by existing regulation, and technology-neutral legislation addressing these risks would de facto only regulate these specific technologies. Per our recommendations in response to the Guardrails inquiry, we maintain that any AI use that centrally involves dead persons (such as, but not limited to, IPCDs and other forms of digital reanimation) should be treated as High Risk. 

We therefore submit that work on guardrails to protect the dead from abusive, exploitative, degrading, or otherwise inappropriate forms of data reuse continue as a matter of urgency. However, to our knowledge, to date no such work has even begun.
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